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1 Introduction

In this document I will present the characterised noise HI (CNHI) source finder that I
have developed. I will begin by reviewing why the CNHI source finder was developed
in Section 2. Next I will explain the concept and implementation of the CNHI source
finder in Section 3. This is followed by a discussion of the CNHI source finders strengths
and weaknesses in Section 4. Then I discuss the current implementation of the CNHI
source finder in Section 5, which is aimed at exploiting the strengths and mitigating the
weaknesses outlined in Section 4. Finally, I conclude with the results of testing the CNHI
source finder on various datasets and discussing potential improvements in Sections 6
and 7, respectively.

2 Motivation

Source finding is the fundamental step in constructing a catalogue. A catalogue is
valuable because a well-constructed catalogue is a sparse representation of a dataset,
that is much easier to interact with and analyse than the raw data. In order for this
catalogue to be a good representation of your data, a source finder must:

• Find as many sources as possible.

• Identify a minimal number of ‘sources’ that are actually noise fluctuations or arti-
facts.

• Determine the full extent of each source in the dataset, so that it can be accurately
characterised.

The most common technique for source finding (especially for 2-D images) is intensity
thresholding. Implementations vary, but the essential component of this method is a
comparison of the intensity of each pixel/voxel in an image/datacube against a threshold.
All pixels/voxels above this threshold are identified as ‘source’. This technique is based
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upon a fundamental assumption that it is unlikely for noise to have an intensity exceeding
the threshold.

Intensity thresholding has two weaknesses:

• Only sources brighter than the intensity threshold are found.

• The recovered extent of each source is limited to the region of each source brighter
than the intensity threshold, or a secondary ‘growing’ threshold.

If we consider some arbitrary source with a total S/N defined in terms of the total
intensity, then the brightest pixel/voxel of this source has an intensity of,

S/Nbrightest voxel = θ ×
S/Ntotal√

m
, (1)

where θ is a ‘fudge factor’ accounting for the uneven distribution of the total source
intensity over m pixels/voxels. Using this relation I calculated the S/N of the brightest
voxel in a source for various combinations of θ and m, and show the results in Figure
1. Figure 1 illustrates that S/Nbrightest voxel is comparable to S/Ntotal for only the
brightest, most compact sources with very uneven distributions of the total intensity
over the source’s m voxels. Consequently, intensity thresholding is at a disadvantage
when trying to detect faint or sufficiently resolved galaxies.

Figure 1: The S/N of the brightest voxel as a function of the total S/N of the source, for
various combinations of fudge factor θ and the number of voxels comprising the source.
A legend is printed at the top of the plot, and horizontal green lines are plotted to mark
brightest voxel S/N of 3, 5 and 10 sigma. Only the brightest, most compact sources
have a brightest voxel S/N comparable to the total S/N of the source.
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What is required is a source finder that can complement and/or replace source finders
that use intensity thresholding. In particular, a source finding method that can detect
well resolved and/or faint sources is required. The CNHI source finder presented here is
an attempt to develop a source finder that achieves this goal.

3 Concept

The CNHI source finder finds sources by looking for regions in a datacube that aren’t
noise-like. This is the converse of the typical source finder, which tries to identify regions
that look like source, or look like they are likely to be source.

In the frequency dimension, noise in HI datacubes should be relatively uncorrelated.
This allows us to apply either the Kolmogorov-Smirnov or Kuiper tests to two sub-sets
of the intensity values along a line-of-sight, and determine the likelihood that they are
from the same parent distribution. Choosing any contiguous block of voxels along our
line of sight as a possible source, we assume that every other voxel along this line of sight
is noise. As HI datacubes are sparsely populated, this assumption should in general be
valid. Application of either the Kolmogorov-Smirnov or Kuiper tests to these two sets of
intensity values determines the probability they are from the same parent distribution
i.e. that they are both noise. If the probability is sufficiently low, then a source has been
found.

To find all the sources in a HI datacube, we apply either statistical test to every possible
subset (a subset is defined by a choice of central position/frequency and scale/number
of contiguous voxels) of every line of sight through the datacube. The position and scale
that most closely matches a source should have the lowest probability of being noise.
This allows us to determine a unique position and scale along a given line of sight for
every detection. In a sense, using these statistical tests we are applying matched filtering
using all possible filters.

4 Advantages and disadvantages

The CNHI source finder has the following advantages:

• Extended and faint sources can be recovered.

• Sources can be detected independent of morphology, velocity profile and the dis-
tribution of intensity over the source’s m voxels.

• In finding the source, a maximum likelihood estimate is simultaneously made of
the source’s extent in the frequency domain.

• The more well-resolved sources are, the easier it is to find them.
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• The threshold used is a probability threshold, rather than a threshold directly
related to source properties.

The disadvantages of using the CNHI source finder are:

• Correlated noise will be flagged as a ‘source’.

• Any baseline ripples, continuum sources or any other smooth function in the data
can potentially disrupt the ability to find sources or result in false detections.

• Extremely anti-correlated noise/artifacts in the data on small scales will be flagged
as sources.

• Relies on a datacube being sparsely populated.

• Still need to define a threshold.

• Setting the probability threshold is not intuitive, because it is not directly related
to source properties.

• ‘Absorption’ features are detected.

• Computationally expensive.

5 Implementation

The current implementation of the CNHI source finder consists of 4 stages. The first
three stages are applied to each line of sight through the cube sequentially, before moving
on to the next line of sight and starting again. First, ‘interesting regions’ are identified.
Next, each interesting region is investigated in detail to detect sources. Having identified
sources, an array of flags is updated to specify which voxels in the datacube are sources.
After each line of sight has been analysed, this array of flags is processed and turned
into a catalogue of objects. I will only expand upon the first two stages in the rest of
this section.

5.1 Identification of interesting regions

Testing every possible position and scale along a given line of sight is computationally
expensive. To improve the efficiency of the source finder it performs a quick search of any
arbitrary line-of-sight to identify ‘interesting regions’, that are subsequently investigated
in detail. This quick search is conducted by starting at the largest scale of interest and
stepping through the line-of-sight by half the scale i.e. sampling all the possible positions
in the line-of-sight at a Nyquist rate. At each position the Kuiper test is applied to
determine the probability that this region is pure noise. After processing this scale, we
divide the scale by 2 and repeat the analysis. This process is repeated until the smallest
scale of interest is processed. This process results in a matrix of significance values for
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the line-of-sight, where each value corresponds to a different combination of position
and scale. Applying a reduced threshold, such as 100x the detection threshold, to this
matrix identifies the interesting regions that probably contain a source. The use of a
reduced threshold minimises the likelihood of missing a region that contains a source.
When combinations of position and scale overlap, the most significant position and scale
is the only region selected for further investigation.

5.2 Source identification

To identify sources, each previously identified interesting region is processed in the fol-
lowing way. First, we define the positions and scales that need to be investigated, while
taking advantage of the fact that regions twice as large and half as small are less sig-
nificant than the region being searched. For this reason we set the maximum range of
positions that could be source voxels to twice the size of the interesting region, centred on
the region of interest. This is also the maximum scale size that needs to be investigated.
The smallest scale that needs to be investigated is the larger of the following: half the
size of the region of interest or the minimum scale required for a detection (as chosen
by the user). Using these limits, sources are found by applying the Kuiper test to every
possible position for every possible scale. If the significance is below detection threshold,
then this combination of scale and position is identified as a source. This process is
carried out efficiently by using a sliding box-car for each scale. When combinations of
position and scale overlap, only the most significant position and scale is retained as a
detection.

6 Testing

The CNHI source finder has been tested on the original WSRT datacube constructed
by Paolo Serra. This testing consists of the following output for various significance
thresholds:

• The completeness, reliability and fracture rate. The fracture rate is the percentage
of sources that are associated with more than one detection.

• Moment 0 maps and position-velocity maps of the detections.

• Moment 0 maps and position-velocity maps of the residuals. The residuals are
calculated by using the voxels of the detections as a blank pixel mask and applying
it to the WSRT source-only cube.

• Catalogues of the detections and the objects in the WSRT source-only cube, that
have been cross-linked using a voxel-to-voxel matching routine. These cross-linked
catalogues are used to calculate the completeness and reliability.
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Table 1: Completeness and reliability for various thresholds.

threshold # detections reliability (%) completeness (%) fracture rate (%)

10−5 952 (4440) 8.5 (2.3) 85.2 22.2
10−6 170 (554) 43.5 (14.0) 77.9 5.4
10−7 75 (114) 86.9 (59.6) 68.4 4.6
10−8 57 (63) 97.5 (92.1) 58.9 3.6
10−9 45 (46) 99.6 (97.8) 47.4 0

The completeness and reliability obtained for various thresholds are presented in table
1. The raw number of detections and reliability are displayed in brackets. Re-scaled
detection numbers and reliabilities are quoted in Table 1. The number of detections and
reliabilities are re-scaled to account for the repeating noise in the original WSRT cube,
which results in a false detection occurring ∼ 5× instead of once. Note that the fracture
rate is also affected by this repeating noise, but it has not been re-scaled because it
is not a straight forward calculation. The observed trade-off between completeness and
reliability in Table 1 is to be expected. The increasing fracture rate is also to be expected.
With more false detections, the chance that multiple detections will be associated with
any single, real source increases. Based on the values in Table 1, I expect the fracture
rate is fairly stable and around a few percent. The reliability and completeness of the
10−6 and 10−7 detection thresholds are comparable to the performance of Duchamp on
this datacube.

Selecting the 10−5 and 10−7 outputs as two test cases, I will now examine them in more
detail by comparing the total intensity and size ratios of the detections and real sources,
as well as the differences in their positions. Throughout the rest of this section, I will
use the word ‘detection’ to refer to galaxies detected by the CNHI source finder in the
signal+noise datacube and the word ‘source’ to refer to galaxies selected in the signal-
only datacube using a simple intensity threshold algorithm. In Figure 2 I’ve plotted the
ratio of total intensity for each detection and the real source that it corresponds to as
a function of S/N (total RMS) and size (in voxels). The total intensity is calculated
by summing the intensity of every voxel compromising the detection and corresponding
source. For consistency, the intensity values of the signal+noise cube are used to calculate
the total intensity of both a detection and its corresponding source. Similarly, in Figure
3 I’ve plotted the ratio of the sizes for the detections with respect to the size of the real
sources that they correspond to, as a function of S/N (total RMS) and size (in voxels).
Lastly, in Figure 4 I’ve plotted the separation (in voxels) between the centres determined
for each detection and the corresponding real source. Two separations are calculated
for each detection/real source pair. One separation is the distance between the centres
calculated using unweighted voxels (red line), and the other is the separation between
the centres calculated using intensity weighted voxels (blue line).

Figures 2, 3 and 4 demonstrate the following:
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Figure 2: The ratio of detection to source total intensity as a function of source S/N
(total RMS) and source size (voxels). Detected sources are marked with crosses coloured
according to total intensity ratio. Undetected sources are marked with solid triangles.
False detections i.e. there is no corresponding source, are plotted as circles. Note that
false detections have been assigned a formal S/N of 0, because they contain no real
signal.
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Figure 3: The ratio of detection to source size as a function of source S/N (total RMS)
and source size (voxels). Detected sources are marked with crosses coloured according to
total intensity ratio. Undetected sources are marked with solid triangles. False detections
i.e. there is no corresponding source, are plotted as circles. Note that false detections
have been assigned a formal S/N of 0, because they contain no real signal.
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Figure 4: The distribution of separations (in voxels) between the centres of detections
and their corresponding sources. The blue and red lines correspond to two different
methods of determining the centres of detections and sources.
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• As expected, the number of missed sources increases as the detection threshold
decreases and simultaneously the number of false detections decreases.

• Surprisingly, the detection threshold appears to determine the maximum S/N of
undetected sources. It does not appear to set a minimum S/N for detected sources.

• False detections and real detections occupy fairly distinct regions in parameter
space. For instance, applying a size cut to the 1E-5 detections we could eliminate
all of the false detections at the expense of only 3 real detections.

• There is no clear trend in the amount of source (either total intensity or size)
recovered with size or S/N.

• For most sources, when they are detected, the majority of the total intensity and
size are recovered.

• It is possible to obtain good estimates of the source position from the detections.
The most accurate and precise positions are obtained by calculating positions using
intensity weighted voxels.

• The separation distributions effectively measure the amount of asymmetric source
detection. I am using the term asymmetric source detection to refer to detecting
more of one side/region of a source than the other complementary side/region.
Asymmetric source detection shows up as a peak in the separation distribution at
separations other than 0. There is no evidence in these separation distributions
for significant asymmetric source detection.

The moment 0 maps and position-velocity diagrams are too large to be included in this
memo, but they will be made available as supplemental material for this memo. In
these grey-scale plots, the borders of detections are shown in green and red crosses mark
the centres of the detections. The following is of note in these moment 0 maps and
position-velocity diagrams:

• Sources are not obviously segmented into multiple detections. This agrees with a
low fracture rate of a few percent. It also suggests that this small fracture rate can
be compensated by merging detections. In this memo I have not applied merging
to the detections, to more accurately assess the raw performance of the CNHI
source finder.

• The detections look like ‘sausages’ in position-velocity space.

• The sources occupy much larger volumes than they would if the volumes were
defined ‘by eye’. This suggests that the low intensity and volume ratios in Figures
2 and 3 are partially caused by excessively large sources. In future analyses, I will
need to spend time tweaking the sources.

• The excessively large source volumes may contribute to the fracture rate. The
larger a source is, the more likely it is to overlap with a random, false detection.
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In my analysis, this overlapping false detection will cause the source to be flagged
as ‘fractured’.

• There are 2 instances of ‘crosses’ being in the wrong spot and borders being slightly
off. This suggests that while there is nothing wrong with the source finder itself,
the basic cataloguing/parametrisation functions I’ve written need work.

In summary, this basic testing of the CNHI source finder has shown that its current
implementation is capable of replicating the performance of Duchamp, while detecting
the majority of a source’s extent and recovering its shape in position-velocity space.
Applying a simple post-detection size cut and merging to the detections resulting from
the 10−5 detection threshold, the CNHI source finder is capable of 85% completeness,
virtually 100% reliability and minimal fracturing of a source into multiple detections.
Further testing is required to determine the true capabilities of this source finder, but
this initial testing looks very promising.

7 Source finder improvements

The following potential improvements to the CNHI source finder are currently being
explored:

• A better analysis will require a proper parametrisation and catalogue generation
code.

• Combining lines of sight to improve the probability of detecting sources and min-
imising the number of false detections.

• Flagging of characteristic features that are identified as ‘sources’, but are known
to be noise/artifacts.

• Addition of pre-processing steps that remove any smooth, large-scale variation
along lines of sight.

• Experimenting to determine the optimal choice of thresholds.

• Using ‘negative’ detections i.e. absorption features to flag false detections.

• Developing a better, cleverer rejection algorithm based on the number and spatial
distribution of a detection’s voxels compared to the current method of bounding
box thresholding. Bounding box thresholding is a simple test where the number
of voxels and the extent in the RA, Dec and frequency directions must all exceed
a set of minimum sizes.

• Determine a way to calculate a meaningful ‘aggregate’ significance when construct-
ing objects from individual detections along lines of sight.
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